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Abstract
Tracking a moving person is challenging because a person’s appearance in images changes
signiﬁcantly due to articulation, viewpoint changes, and lighting variation across a scene.
And diﬀerent people appear diﬀerently due to numerous factors such as body shape, clothing, skin color, and hair. In this thesis, a multi-cue tracking technique is introduced that
uses prior information about the 2-D image shape of people in general along with an appearance model that is learned on-line for a speciﬁc individual. Assuming a static camera, the
background is modeled and updated on-line. Rather than performing thresholding and blob
detection during tracking, a foreground probability map (FPM) is computed which indicates
the likelihood that a pixel is not the projection of the background. Oﬀ-line, a shape model
of walking people is estimated from the FPMs computed from training sequences. During
tracking, this generic prior model of human shape is used for person detection and to initialize a tracking process. As this prior model is very generic, a model of an individual’s
appearance is learned on-line during tracking. As the person is tracked through a sequence
using both shape and appearance, the appearance model is reﬁned and multi-cue tracking
becomes more robust.
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Chapter 1
Introduction
1.1

Overview

The goal of the work presented in this thesis is to develop techniques for robustly tracking
walking people over long sequences of images in which the person may be seen from many
viewpoints, the lighting may vary across the scene and over time, and where there may be
occasional occlusion and other moving objects. Our approach is essentially to treat person
tracking as incremental appearance-based recognition in which we have an appearance model
for the class of objects that we are tracking along with the object’s state in the previous
frames. We start tracking with a shape model that essentially captures the detectable silhouette of people and is learned oﬀ-line from training sequences. On-line as a person is
ﬁrst detected and then tracked just using the 2-D shape model, the tracker automatically
learns the appearance of the tracked person. Combining two cues, generic person shape
and person-speciﬁc appearance, the tracker is able to continue to track the person in more
diﬃcult situations than just using shape alone. An overview of the proposed algorithm is
depicted in Figure 1.1.
When the camera is ﬁxed and the scene is static or slowly varying, a simple representation of the background can be used, and it can be updated on-line during the process of
tracking. The background model is used to determine the probability that a pixel observed
during tracking is an element of background (or likewise the probability that it is part of a
1

Original
Frame

Appearance
Model

Grayscale
Image

Tracked
Person
Background
Model

Foreground
Probability Map

Shape Model

Figure 1.1: From the acquired frame image, the foreground probability map is built using
the background model, and both frame image and foreground probability map are used to
compute the updated location of people.
foreground object – the foreground probability map (FPM)). The main advantages of background modeling are twofold; (1) For a stationary camera, the background is stable and
therefore it is easier to model and estimate from image data than the foreground object. (2)
it provides a fast way to detect foreground objects and estimate their shape and location.
Early tracking algorithms used a background model to ﬁnd blobs in the foreground [14] [30]
[27]. But often this approach fails due to image noise, shadows, sudden illumination changes,
or movement of background objects.
In our approach, we train oﬀ-line on sequences of images of walking people who assume
diﬀerent poses and conﬁgurations. Silhouettes (shape) are detected using the background
model, and these are clustered; each cluster corresponds to a diﬀerent pose. Hence, the
oﬄine model is a collection of FPM’s representing distinctive silhouettes. This shape model
can be used for detecting and tracking a person in a video sequence. When a connected
component of the FPM with high probability (a blob) is found, it is compared with the
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silhouettes in the model, and if it is similar enough, we initialize a tracking process. While
tracking, we continuously ﬁnd the best aﬃne warp that aligns the current tracked region
with one of the shapes in the model.
Tracking with a shape model is very eﬀective, but it cannot distinguish between multiple
people in the scene, and sometimes fails when the foreground probability map becomes noisy
or unavailable. To help the tracker to focus on the correct target, we learn the appearance
of the person on-line. We adopted the W SL model [19] to represent the intensities of each
pixel. The appearance model of a tracked person consists of a set of W SL models one
for each pose in the shape model. The learned appearance is used in estimating the warp
parameter jointly with the shape model.
More than simply using two cues in tracking, we want to emphasize that these two
models have diﬀerent modes. The shape model is learned oﬀ-line from various individuals,
and represents the general shape of people. The appearance model is learned on-line from
the person being tracked, and represents his or her own intensity patterns, and these can
be changing over time. The shape model gives prior information about people, and the
appearance model gives detailed information about an individual that distinguishes him or
her from other objects or individuals. Combining these two features, we show that the
tracking process is more robust than using shape alone.

1.2

Related Work

There is an enormous literature in computer vision on object tracking, and within this domain there are a number of specialized trackers that have been tuned for speciﬁc object
classes such as vehicles, faces, hands, etc. They diﬀer in their models to represent the target
objects and in their methods to estimate the motion of the targets. In this section we review
representative previous works and relate it to our approach.

3

When the camera is static, the background can be modeled to indicate whether or not
each pixel in an image is similar to the modeled background, and this information directly
gives where the foreground objects are. This technique, which is also called the background
subtraction, is commonly used in early tracking algorithms [14] [27] [30]. This method
is widely used due to its simplicity and eﬀectiveness, especially when the environment is
controllable (e.g., indoor tracking with a wall-mounted camera). Most previous work used
rather simple models for the performance reasons, and focused on choosing a probability or
color model to handle diﬃcult situations like cast shadows or moving background objects
[13] [29]. Compared to hard thresholding, we adopted a probabilistic representation of the
foregroundness of each pixel. This probabilistic representation enables more robust and
accurate object detection and tracking.
One interesting method of lighting-independent background modeling is introduced by
Ivanov et al. [17]. They used multiple cameras to model the ﬁxed background geometry so
that the algorithm can handle arbitrary illumination changes, since the background model
does not maintain the intensity patterns but the correspondence between pixels in diﬀerent
views. It detects the geometric changes in the 3D world based on a disparity ﬁeld mapping
which is calculated oﬀ-line. But fundamentally it requires multiple cameras and oﬀ-line
calibration of them.
An extension to layered representations which uses background learning is done by many
researchers [20] [32]. They build a layered model to describe a video sequence, and devised
algorithms to learn a model from a video using a probabilistic framework. The background,
each moving object and occluding background objects form layers with ordering among them;
their motions are represented as warps on the layers, which are also learned from the video.
However this algorithm assumes the shape or appearance of the objects remain constant over
the sequence, which is diﬀerent from this work.

A lot of algorithms have been devised to track objects in a video sequence. Most of them
4

have an object model and a motion estimation technique to represent and track objects.
As the model becomes more complex and powerful, the tracker can track more intricate
motions of objects (e.g., articulated motion of human or non-rigid objects), or can handle
more diﬃcult environments (e.g., cluttered background, moving camera or multiple objects).
Of course there is a trade-oﬀ between the complexity of the model and the computational
overhead in tracking and model update. Compared to the realtime performance of some
simple trackers, most of trackers runs fast but are not realtime, and some trackers using very
complicated model runs only oﬀ-line with recorded sequences.
Some trackers use relatively simple models for object representation, and concentrate
their eﬀort on motion estimation of the targets. The mean-shift tracker [7] uses an image
patch of the target as its model, and estimates its motion using the mean-shift in the next
frame. Since the mean-shift can be calculated very easily, the tracker runs in almost real-time,
but due to its simple representation, it may suﬀer drift while tracking. In eigentracking [4], a
small set of eigenvectors spanning the subspace of training images represents the appearance
of the target. This is the ﬁrst work that uses a subspace as the model for tracking, and
also the authors give a robust motion estimation equation for their new model. However
the subspace needs to be trained before tracking, and one single subspace may not represent
very diﬀerent poses of objects eﬀectively. Hager and Belhumeur [10] used an illumination
basis to represent the changes in the appearance due to the illumination changes under the
Lambertian assumption. They extended Shi and Tomasi’s fast warp parameter estimation
[24] to work with their illumination basis.
The role of models in tracking work is emphasized recently. Many researchers developed
models based on cues in images which can be used to distinguish the target from other objects. Some of algorithms are able to learn about the target simultaneously while they are
tracking. Toyama and Blake [28] developed a contour-based human body tracker. This algorithm uses exemplars of contours to model the shape of possible targets, and a probabilistic
framework to maintain the model eﬃciently and eﬀectively. The exemplars are collected
5

oﬀ-line and processed to build a model for tracking. In this work, since only contour information is used for tracking, it may fail when the edges in the frame become unavailable or
inaccurate, for example, due to background clutter or occlusion. Active Appearance Models
[8] are another powerful model for learning appearances. From a large set of images, it
learns the deformation in shape and changes in grayscale appearance, and generalizes it to
unseen images. However the learning process is oﬀ-line, and the parameter search takes a
relatively long time (a few seconds) to be used in tracking. Black et al. [3] gave a model
for describing various changes in appearance, including illumination, specularity, pictorial
and shape changes. Their basic idea is to use deformation models for the motion, shape
or pictorial changes, and image basis for the illumination or specularity changes. An EM
algorithm is used to determine all parameters for deforming models and image basis. One
eﬀective technique to model the appearance of objects on-line was introduced by Jepson et
al. [19]. The W SL model is able to maintain a probabilistic representation for noisy and
time-varying data. Tracking with only the W SL model may suﬀer drifts due to the lack
of prior information about the object being tracked; the background may be mistakenly
incorporated into the object model and the tracker may then drift.
Also 3D models as a representation of target objects have been extensively studied recently. Sidenbladh et al. [26] used a skeletal model to capture the articulation of humans
and learned the texture on cylinders over the skeleton. In their next work, Sidenbladh et al.
[25] modeled temporal statistics of the conﬁguration of a skeletal model of humans and used
it for tracking and synthesis. Brand and Bhotika [6] developed an algorithm which uses a set
of 3D points which are initially aligned on the target’s surface, and then tracks the surface
throughout a video sequence including non-rigid motion of the target. Their algorithm is also
able to reﬁne the 3D model to ﬁt more closely to the face using the tracking result. From this
reﬁnement, they showed superresolution result from tracking. Blanz and Vetter [5] collected
3D scan data of various faces and built a general 3D model which can be ﬁt to a general
face image to synthesize a realistic image in diﬀerent viewpoint or illumination. Though this
6

model was not used in tracking, it is a very powerful model of human faces. The M2 Tracker
proposed by Mittal and Davis [22] is a 3D human tracker which can track multiple people
using multiple calibrated cameras. They did not use any 3D model for human, but based on
the geometry of the cameras, it locates blobs in each image onto the ground plane to ﬁnd
the position of people in the plane. The blobs are generated from each camera’s image using
its own background model, and then the information of each view is combined together.
Besides these works, there are many trackers which give insights in tracking and detection of people. W-4 tracker [11] is an outdoor multi-person tracker. The background scene
is modeled in two ways, pixel-based and object-based, and one of them is selected based on
motion and detection history. Basically it is a blob tracker, but one interesting point is that
it uses the histogram of a blob projected down to determine the number of objects in it, and
its silhouette to detect the posture of human body. EasyLiving [21] is a ubiquitous computing project which includes an indoor multi-person tracker with multiple stereo cameras as its
visual information processing subsystem. It uses a sparse disparity map to detect and track
people in the room. Their main concern is to group pieces of 3D blobs, which are typical of
short-baseline stereo, to locate people correctly in 3D space. Beymer and Konolige [1] also
built a multi-person tracker using a stereo camera. The background modeling of disparity
images is used to detect people, and then Kalman ﬁlters estimate the location of people
in the scene. Darrell et al. [9] designed a tracker using range data from a stereo camera
and color image to detect skin colored region in the scene. These cues are collected and
merged for long-term tracking and identiﬁcation of people in front of the system. BraMBLe
[16] is a multi-blob tracker with a single camera. This also uses background subtraction,
then estimates the current situation using the Condensation algorithm [15] with multi-blob
likelihood function. For the object model, a simple cylinder model can be used to represent
a standing or walking person. Zhou and Chellappa [31] combined recognition and tracking
together. They solves both the estimation of motion parameter and the decision of identity
of the target simultaneously. Based on the Condensation algorithm, the likelihood of each
7

particle is determined not only by the accuracy in motion estimation, but also the similarity
in identity. Jepson et al. [18] built a tracker using multiple patches to track an articulated
objects. The patches, Polybones, represent an area in the frame, which shows a homogeneous motion. In each frame, polybones are detected, updated and removed automatically
according to the support.

In our work, we track people in a video sequence captured with a single camera. A
background model is learned on-line from the video sequence, and each foreground blob is
compared to the silhouettes in a shape model, which is learned oﬀ-line with training video
sequences. After a person is detected, a tracker is initialized and the appearance of the target
is learned on-line by the tracker. The shape model represents multiple poses, therefore the
tracker can handle articulated motions.

8

Chapter 2
Models for Tracking
To track an individual, we maintain both a representation of the person as well as the
background. The background model is used to learn characteristics of each pixel’s values
and then to identify pixels that are likely to be part of the moving person. We use both a
shape model and an appearance model to represent the target person. The shape model is
learned oﬀ-line from training video sequences and is meant to represent the shape of people
in general. The appearance model is used to capture the texture and intensity pattern of a
speciﬁc individual, and it is learned on-line.

2.1

Background Model

In many tracking situations, the camera is mounted on a wall or a tripod. Since the camera
is ﬁxed, we can assume that the background scene captured by the camera is static or
slowly varying due to the illumination changes or objects that are occasionally displaced
(e.g., chairs, doors). Even in the case of illumination change, the geometry in the scene
remains static, which means each pixel in the scene always represents the same point in the
real world, unless it is occluded by other moving objects. This property allows us to use
a relatively simple model of the color or intensity of each pixel, and it also enables us to
assume pixel-wise independence of the background model for simplicity.
The background color at each pixel x is modeled as a multivariate normal distribution
9

with a mean µx ∈ IR3 and a covariance matrix Σx ∈ IR3×3 (the background model is then
B = {(µx , Σx )}). Color values are encoded in YUV color space to handle intensity changes
eﬃciently, since in YUV space, the intensity and the chromacity are separated. This helps
to reduce the eﬀect of shadows or small changes in global illumination.

2.1.1

On-line learning of the background model

The background model could be learned oﬀ-line from a training sequence that is acquired
by the same camera used for tracking, or during system initialization. The background
model could then be ﬁxed and not updated during tracking. This approach requires that
the static camera assumption is met; if the camera is moved, the background model must
be retrained with a new training sequence. Also it requires the training sequence to contain
all possible events which can happen in the scene, since the model is not updated. To avoid
this limitations, we learn the background model on-line from the same images that are used
for tracking. On-line updating of the background model is rather simple and eﬀective.
(t+1)

We can update the mean µx
(t)

(t)

(t+1)

and the covariance matrix Σx
(t+1)

using µx , Σx at time t and the pixel value Ix

at time t + 1 recursively

at time (t + 1) as follows.


1  (t)
t µx + Ix(t+1)
t+1

  (t+1)

1
t  (t+1)
(t)
(t)
(t) 
I
←
− µx Ix
− µx
t Σx +
t+1
t+1 x

µx(t+1) ←
Σx(t+1)

The problem with this method is that when the environment changes, these statistical values
do not model the changes eﬀectively, since all color values up to time t are used and have
equal weight, not just the recent values. To alleviate this problem, we apply an exponentially
decaying weight to the values when we calculate the mean and covariance matrix. Also for
simplicity and eﬃciency, we only maintain diagonal elements in the covariance matrix, i.e., we
assume channel-wise independence. Then the update equations forming an inﬁnite impulse
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response ﬁlter become
µx(t+1) ← (1 − ρ) µx(t) + ρ Ix(t+1)

2
(t+1)
(t)
(t+1)
(t)
σx,i
← (1 − ρ) σx,i + ρ Ix,i − µx,i
where σx,i is the i-th element on the diagonal of Σx , Ix,i and µx,i are the i-th element of Ix
and µx , and ρ is a learning rate, which is a small constant. The eﬀect of old color value will
decrease in the order of (1 − ρ) at each frame.
We can also reduce the eﬀect of outliers by replacing ρ in the above update equations
(t+1)

with ρ̂x

which is deﬁned as follows [27].
ρ̂x(t+1) = ρ · p( Ix(t+1) | µx(t) , Σx(t) )
(t)

(t)

(t)

When the pixel belongs to the foreground or becomes noisy, p( Ix | µx , Σx ) gives a very
small value, and this prevents the background model from learning the color values of motionless people or noise from the image acquisition process. But this also prohibits learning
background changes. One parameter ρ0 for controlling the speed of learning background
changes is added, and the update equation becomes


ρ̂x(t+1) = ρ ρ0 + (1 − ρ0 ) p( Ix(t+1) | µx(t) , Σx(t) )
Figure 2.1 shows a typical process of the on-line update of a background model.

2.1.2

Foreground Probability Map

As we learn the background scene, we can use it to segment people from a stationary or slowly
varying background. Most previous work [13] [27] used hard thresholding to build a binary
representation of the foreground and background. This approach is simple, but the resulting
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(a)

(b)

(c)

(d)

(e)

(f)
Raw frame

Foreground

Mean

Variance

Figure 2.1: The background model at frame 6, 56, 147, 562, 620 and 687; (a-b) The
background model is being learned after initialization (Note the large variance change to
the entire image between (a) and (b)). (c) Illumination has changed, and the background
model adapts to the change quickly. (d) The chair has been removed. (e-f) Variances in
the chair area become larger initially and then start decreasing. Likewise, the chair begins
to fade from the mean image.
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binary image can be noisy at the pixels whose pixel values are close to the threshold. Also,
since hard thresholding only gives a binary representation, we do not have any information
about how likely it is that each pixel belongs to the foreground or background.
We deﬁne the probability that a pixel at x belongs to the background as
 Σ−1 (I(x)−µ )
x
x

2

pbg (x|I, B) = e−dM (x|I,B) = e−(I(x)−µx )

where I(x) is the pixel value at x, and dM (x|I, B)2 is the squared Mahalanobis distance.
We use the model at time (t − 1) to estimate the probability of the image at time t, i.e.,
I = I (t) and B = B (t−1) . The update process described in Section 2.1.1 is always done after
all estimation processes are ﬁnished. From this section we omit the time superscript

(t)

for

clarity unless it is necessary.
This background probability measure has a maximum value of 1 for the mean color, and
exponentially decreases but in diﬀerent scales along the axes according to the variances. The
foreground probability is then deﬁned as the complement of the background probability
 Σ−1 (I(x)−µ )
x
x

pf g (x|I, B) = 1 − pbg = 1 − e−(I(x)−µx )

.

For every pixel x in an input image, pf g (x|I, B) can be evaluated to produce a foreground
probability map If g . See Figure 2.2 for an example.
The foreground probability map (FPM) is a grayscale image whose value at each pixel
is the foreground probability at that pixel and it varies from 0 to 1. When no foreground
object exists in the scene, the values in the FPM is very low, and so the FPM is uniformly
dark. As a person enters the ﬁeld of view or part of the background changes suddenly (for
example, a background object moves or illumination changes suddenly), the region where
the change occurs has values close to 1; therefore the region becomes bright in the FPM.
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(a) frame 132

(b) frame 140

(c) frame 436

Figure 2.2: Foreground probability maps when a person is in the scene. The ﬁrst row shows
the mean image in the background model, the second row shows the actual input frame,
and the third row shows the FPM built from the background model. (a) The background
model gives a clear blob of the person, though there are lots of noisy pixels, and a small blob
for a sitting person is detected on the right. (b) Due to a change in focal length of the
camera, the background model leads to noise in the FPM. (c) After long period of time,
background changes are learned, except one small blob for a computer display on the right.
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2.1.3

Smoothing using spatial coherence

Due to the noise from the image acquisition process, the foreground probability map is often
noisy and needs to be smoothed to obtain a robust estimate of the current status. A noisy
example of an FPM is presented in Figure 2.3. We can suppress the noise by augmenting
our assumption of pixel-wise independence in the background model. Black and Anandan
used a notion of spatial coherence to generate a robust estimate from a noisy optical ﬂow
ﬁeld [2]. We adopt their approach to build a robust estimate of the FPM from our initial
FPM.
Although there are many ways to deﬁne spatial coherence, we only consider direct horizontal or vertical neighbors (x ± 1, y ± 1) of the pixel at x = (x, y). To suppress noise in
the FPM, we deﬁne an error function Esc over the entire FPM If g , and then ﬁnd an FPM
that minimizes the error function incrementally from the initial FPM. The spatial coherence
assumption on an image I can be expressed as the error function
Esc (Iˆf g | If g ) =




c | Iˆf g (x) − If g (x ) |2
| Iˆf g (x) − If g (x) |2 +
x

x ∈N (x)

where x is summed over the whole image region, N (x) is the set of horizontal/vertical
neighbors of x, and c is a weighting constant between the original estimate and the spatial
coherence term. Starting with Iˆf g = If g , we assign white and black to each pixel like the
checkerboard, and update the white pixels and the black pixels alternately. After a few
iterations, the value of Iˆf g has generally converged.
To further reduce the eﬀect of noise in the FPM, we add a preference for the values to
be closer to the extremes (0 or 1), and we recast the error function as:

 ˆ
(If g | If g ) =
Esc


x

⎛
⎝ Iˆf g (x) − arg min (|If g (x) − w|)
w∈{0,1}

2

+



⎞
c | Iˆf g (x) − If g (x ) |2 ⎠

x ∈N (x)

This error function gives a clearer FPM since it reduces small values to 0 and raises large
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Figure 2.3: Foreground probability maps shown at each step of spatial coherence smoothing
values to 1. In this work, we use three iterations for smoothing, and the resulting FPM Iˆf g
is used instead of If g for detection and tracking.

2.2

The Shape Model

The background model allows us to build the foreground probability map of the current
frame. In the foreground probability map, there may be false positives (actually, pixels
with high probability of being foreground but are not in the foreground) due to moving
background objects or shadows. To distinguish human shapes from other shapes, we use a
prior model of the possible shapes of people.
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Figure 2.4: Some of cropped patches from the training sequence

2.2.1

Learning the shape model

The shape model is learned oﬀ-line from training video sequences of people walking around,
and these are taken in favorable imaging conditions. From training images and using background modeling, we can obtain cropped silhouettes of people to build a large collection of
foreground probability maps of humans in a wide variety of poses. In most of the frames,
the blob detector ﬁnds the correct bounding boxes of humans, and when the region does
not represent a human or includes false positives or excessive noise, an operator can ignore
or modify the detected region in the training data. For example cropped patches from the
training sequence, see Figure 2.4. After this step, all patches are scaled and aligned to have
the same height and center, so that they represent normalized human shapes.
Ideally the shape model should be built using the silhouettes of the training person only,
but due to noise and lack of descriptive power of the background model, often cropped
patches contain extraneous parts like shadows, or there may be missing parts of the person’s
silhouette. Some of this extra or missing information can be removed or augmented by averaging a large number of patches. Note that the patches often contain regions corresponding
to shadows cast by the person onto the ﬂoor. While these points are not part of the person’s
17

(a)

(b)

(c)

Figure 2.5: (a) The shape model; the mean (ﬁrst row) and variance (second row) images of
4 clusters of normalized foreground probability map patches from the training sequence (b)
The global mean and variance of all training patches (c) Comparison of one pose in the
shape model and the global mean for a cropped silhouette from a sequence
silhouette, they are consistently detected as not being modeled by the background model.
Hence they actually become excellent features to aid in tracking.
Rather than using the ensemble of all training FPMs as a representation, we use a more
compact representations (i.e., perform Principal Component Analysis). One approach would
be to compute the mean FPM and perhaps a covariance matrix. However, since the images
of people in diﬀerent poses may be very diﬀerent, a single global mean image (FPM) of all
cropped, scaled and aligned patches is very blurry (see Figure 2.5 (b)). For example, in
Figure 2.5, only the torso and the center part of the head have strong response, and all other
areas are weak. Consequently, it is not an eﬀective representation for precise tracking and
detection. Detailed discussion and related experimental results will be considered in Section
2.2.2 and 4.4.
Instead we need a more precise way to capture the diﬀerent appearances of people in
diﬀerent poses. If the training data were somehow labeled with pose parameters, an appearance manifold [23] could be constructed. Here our data is unlabeled, and so we instead
cluster the training FPMs with the intent that individual clusters will describe qualitatively
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diﬀerent poses.
Clustering is an eﬀective way to group patches into small sets whose members are similar
to each other. As we increase the number of clusters, the mean image of each cluster
becomes more clear, and therefore the shape model becomes more precise. On the other
hand, since the number of FPMs in each cluster becomes smaller, the generality of each pose
is reduced, and the eﬀect of noise becomes larger. From the perspective of computational
cost, more clusters require more calculations for all operations, including learning, tracking
and detection. Therefore it is important to choose the right number of clusters for the shape
model.
All of the normalized patches are clustered into k sets using the K-means clustering
algorithm with the L2 distance metric [12].

dL2 (I1 , I2 ) =



( I1 (x) − I2 (x) )2

(2.1)

x

The initial centers of the clusters may be selected randomly or picked manually by a supervisor. Most of the time random initial centers give satisfactory clustering results if the poses
in the training data are roughly uniformly distributed.
With the proper number of clusters k, each clustered set of patches represents one distinct
pose of the person in the training sequence. For each set of patches, we build the mean image
as the representation of the pose. If the mean image is very blurry or the variance image is
bright in other regions than the boundary of the silhouette, it is a good indication that we
need to adjust the number of clusters or the initial centers.
We will denote the shape model S as {sk }, where sk is the mean image of cluster k. Figure
2.5 (a) shows the result of clustering 453 images of a walking person into four clusters. We
used this shape model for all tracking experiments in this paper. Each mean image clearly
represents the shape of a particular pose (walking left, walking right, turning, frontal), and
the variance images show signiﬁcant variation only along the boundary of the shape. Recall
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that we are not clustering intensity images, but the foreground probability maps.

2.2.2

Advantages of the shape model

The main advantage of using the shape model is that it gives a simple and concise representation of the possible shapes of people regardless of their clothing or appearance. When a
person enters the camera’s ﬁeld of view, the background model gives a robust estimate of the
foregroundness of each pixel, and the shape model gives a way to use the blobs of foreground
pixels in a systematic and controllable way for both detection and tracking. Combined with
the FPM, the shape model is a very eﬀective way to model many training silhouettes, and
to detect or track a silhouette in an image.
Compared to using a single global mean image, the shape model obviously gives a more
expressive representation of the shapes of people. If during tracking the person is in the ﬁrst
pose of the shape model (see Figure 2.5 (c)), the right part of the head and the left arm in
the global mean hinder an exact match of the mean image to this silhouette; also the left
part of the head and the right arm (which is the back of the person actually) are too weak
to match with the current silhouette.

Note that this shape model is general, in the sense that it does not depend very much on
the identity of individuals. Since we will allow the model to deform in an aﬃne way, the size
and shape (height, width, etc.) of diﬀerent people can be easily handled by this shape model.
Aﬃne warps are also able to capture some amount of camera viewpoint variation such as
caused by diﬀerences in the height of the camera mount. Consequently, we can build a shape
model using one individual’s images and use it to track other people in other situations. As
explained in Chapter 4, we used the shape model learned from one person’s video to track
other people in diﬀerent scenes. Most of the time, the shape model can be closely ﬁt to the
silhouettes in each frame, and this shows the generality of the shape model when coupled
with aﬃne warps.
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2.3

Appearance Model

Though silhouettes are a powerful representation of person shape, in many cases, shape itself
is not suﬃcient for robust tracking, for example, when the path of two people cross each other
or when the background model fails (e.g., a sudden illumination change). To compensate
for this weakness, we learn on-line the appearance of the people that we are tracking by
remembering the pixel intensities at each pixel of each pose.
Due to the huge variety of colors or textures of human clothing, skin and hair, learning
a general appearance model a priori for common people is very diﬃcult, but once we are
tracking one speciﬁc individual who steps into view, the color or texture does not change
much, and so on-line appearance learning is possible. Even more, since we have multiple
poses in the shape model, we can construct an appearance representation for each pose. This
enables the appearance model to more precisely represent the target since the variation of
appearance due to large pose changes have been separated, and each appearance model only
needs to model a limited range of pose variation.
Note that in our current implementation, we only use intensity not color, as initial experiments did not yield much beneﬁt from color for the added computational cost.

2.3.1

Learning the appearance model

The statistics of pixel intensities are learned using the W SL model introduced by Jepson et
al. [19]. It consists of three components, stable ps , wandering pw and lost pl models, and the
weights among these models. Each component is an independent probability distribution
which represents a diﬀerent property of the data; the stable model captures the temporally
stable and slowly varying property, the lost model handles outliers, and the wandering model
represents the temporal changes of the data. The mixing probabilities m show the conﬁdence
given to each component. The probabilistic mixture model for the intensity value dt at time
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t is
pwsl (dt | mt , µs,t, vs,t , dt−1 ) = mw,t pw (dt ; dt−1 , vw ) + ms,t ps (dt ; µs,t, vs,t ) + ml,t pl (dt )

where mt = (mw,t , ms,t , ml,t ) are the mixing probabilities, µs,t, vs,t are the mean and variance
for the stable model at time t, and dt−1 is the previous intensity value at the pixel. The
stable model is a normal distribution N(µs , vs ), and the mean and variance are learned from
the data. The wandering model is also given by a normal distribution N(dt−1 , vw ), where the
variance vw is ﬁxed and given a priori. The lost model is a uniform probability distribution
over possible intensity values. In this section we use the subscript

t

to represent data or

parameters at time t.

Among these parameters, mt , µs,t and vs,t are updated as data comes in, thus the WSL
model for each pixel is adapted to describe the past data and predict the future data. The
eﬀect of past data is attenuated exponentially to represent recent data more faithfully. This
attenuation is achieved by applying an exponentially decaying coeﬃcient Ct (·) to the past
data. With ns as the half-life of the envelope in number of frames, the coeﬃcient Ct (k) is
deﬁned as αe−

t−k
τ

which is the coeﬃcient at time t for the past data acquired at time k. Here

1

α = 1 − e− τ is the coeﬃcient to make the sum of these weights equal to 1, and τ =

ns
.
log 2

In [19], the exact version of the update equation is developed ﬁrst, and then an eﬃcient
on-line version is derived. We follow their steps here to explain how the W SL model is
updated. To formulate the update equations, we need to deﬁne the ownership probabilities
ot = (ow,t , os,t, ol,t ). The ownership probability represents the probability that the current
data dt belongs to the W , S or L model.

oi,t (dt ) = mi,t

pi (dt ; . . .)
pwsl (dt ; . . .)
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for i ∈ {w, s, l}

We also need to maintain Mj,t that are the ownership-weighted jth-order moments of the
past data { d−∞ , . . . , dt }.
Mj,t =

t


Ct (k) djk os,t (dk )

t=−∞

When the ownership probabilities and the moments are calculated, the maximum likelihood estimates for mt , µs,t, and vs,t are given as follows.

mi,t =

t


Ct (k) oi,t(dk ) ,

µs,t =

k=−∞

M1,t
,
M0,t

vs,t =

M2,t
− µ2s,t
M0,t

To incrementally handle data acquired frame by frame, we need an on-line version of the
update equations. Using the following relation,
t


t


Ct (k) = α + (1 − α)

k=−∞

Ct−1 (k)

k=−∞

and replacing os,t(dk ) by os,k (dk ), which approximates the ownership probabilities of past
data with respect to the current model (os,t(dk )) with those with respect to the past models
at each time instance (os,k (dk )), we can estimate approximate moments and approximate
parameters as follows.
M̂j,t = α djt os,t (dt ) + (1 − α) M̂j,t−1
m̂i,t = α oi,t (dt ) + (1 − α) m̂i,t−1 ,

µ̂s,t =

M̂1,t
M̂0,t

,

v̂s,t =

M̂2,t
M̂0,t

− µ̂2s,t

With these on-line update equations, we do not need to refer to the past model or data
anymore, and so eﬃcient updating becomes possible.

We assign one W SL model for each pixel in each pose, and all models of the estimated
pose are updated on-line with the current frame. The template of the appearance for tracking
is deﬁned as ak = { µs at pixel x of pose k }. The appearance model is initialized when a
person is detected. µs,0 is initialized with the pixel values of the cropped and rescaled image
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of the target, and other parameters are initialized with preset initial values. We used the
same preset values as [19].
As tracking goes on, the appearance model of the current pose is updated with the warped
image of the current frame, and the appearance models for other poses remain unchanged.
Figure 2.6 shows the evolution of the appearance models during tracking. The ﬁrst
column shows the initial state of the appearance model for each pose. The initial means are
the same because they are initialized when the person is detected. Also the weight of the
stable model is set with the initial weight. After a few frames, they learn the updates in
appearance. As time goes on, the motionless part is learned quickly (e.g., head or torso),
but continuously changing regions have low weight (e.g., background or shoulder). Note that
since the time duration that each poses is shown in the video is diﬀerent, the appearance
models for the poses are learned from a diﬀerent number of images, and therefore the stability
of the appearance model of each pose is diﬀerent. For example, the pose in Figure 2.6 (a) is
observed for a few frames (note the frame numbers under the images), and so the weight of
the stable model is not as strong as for the other poses. In contrast, the poses in Figure 2.6
(b) and (c) show strong and uniform weight for the stable model.
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(a) frame 87

frame 138

frame 151

frame 161

(b) frame 88

frame 117

frame 225

frame 312

(c) frame 93

frame 100

frame 130

frame 322

(d) frame 175

frame 182

frame 333

frame 349

Figure 2.6: The appearance model; the mean images µs,t of the stable model and the weight
ms,t for the stable model for each pose are shown.

25

Chapter 3
Tracking with Shape and Appearance
Models
In our formulation, tracking amounts to ﬁnding a set of warp parameters which map the
current frame onto the models of the target. Throughout this work, we use 2D aﬃne warps as
our motion model, and this captures 2D translation, rotation, scaling with ﬁxed or changing
aspect ratio, and skewing. We denote an aﬃne warp of the coordinates x with the parameter
vector θ as w(x; θ). With x = (x, y) and θ = (θ1 , θ2 , θ3 , θ4 , θ5 , θ6 ) , the aﬃne warping
function w(x; θ) is deﬁned as:
⎛

⎞

⎞

⎛

⎛

⎞⎛

⎞


⎜ x ⎟
⎜ θ1 ⎟ ⎜ θ3 θ4 ⎟ ⎜ x ⎟
w(x; θ) = ⎝
⎠ = ⎝
⎠+⎝
⎠⎝ ⎠

y
θ2
θ5 θ6
y

When a pixel x is warped, the resulting position is usually not on the integer grid. To get
the intensity value at the warped position, we use bilinear interpolation of neighboring pixel
values.

I(x, y) = rx,1 ry,1 I(x0 , y0) + rx,0 ry,1 I(x1 , y0 ) + rx,1 ry,0 I(x0 , y1) + rx,0 ry,0 I(x1 , y1 )
where x0 = ﬂoor(x), x1 = ceil(x), y0 = ﬂoor(y), y1 = ceil(y), rx,0 = x − x0 , ry,0 = y − y0 ,
rx,1 = 1 − rx,0 , and rx,1 = 1 − rx,0 . A geometric illustration is shown in Figure 3.1. This
interpolation method is used on both the foreground probability maps (FPMs) and the
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y0
ry,0
y
(x,y)
ry,1
rx,0
x0

rx,1
x

y1
x1

Figure 3.1: Illustration of bilinear interpolation; when x and/or y are not on the integer
grid, the pixel value at (x, y) can be calculated bilinearly.
grayscale images.

3.1

Tracking with the Shape Model

First we consider the simple case which uses only the shape model for warp parameter
estimation. In Figure 1.1, only the lower ﬂow is considered in this section. Basically this
approach is the same as previous works [10] [24] except that we use the FPM and the shape
model constructed from FPM patches. But, since the FPM represents foregroundness which
is diﬀerent from a general intensity image in its meaning, the tracking is much more robust
and easier than when tracking in intensity images.
To formulate the problem in a simple and systematic way, we deﬁne an error function
which gives the error value for a parameter vector with respect to the current frame (FPM)
and the shape model. We assume that the correct warp parameter set is the one that gives the
minimum error for the error function. Most of the time, unless the error function is globally
convex, it is very hard to ﬁnd the parameters which give a global minimum. Instead, since
the time step between two consecutive frames is small, we can expect the motion of people
between two frames to be small enough to be able to assume that a local minimum close to
the current parameter set is the correct warp.
The error function for the FPM and the shape model for parameter vector θ is deﬁned
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as
E(θ) = min



k

| sk (x) − If g (w(x; θ)) |2

(3.1)

x

where sk represents one of the silhouettes in the shape model. Since the shape model contains
blank areas which do not correspond to part of the modeled object, we limit the domain
of x to those pixels whose variances in the shape model are not zero. Due to the blob
detection algorithm (Section 3.3), pixels which have never been in the training blobs have
zero variance, but the other pixels have non-zero variance since the training patches are not
binary images but foreground probability maps that continuously vary from 0 to 1. We do
not consider the pixels that are never used in the training of the shape model.
We use a gradient-descent method to ﬁnd the warp, and a Taylor series expansion for
eﬃcient computation [10] [24]. The ﬁrst order Taylor series of the warped image I(w(x; θ))
is


I(w(x; θ)) = I(w(x; θ0 )) +


∂
I(w(x; θ 0 )) δθ + O(|δθ|2 )
∂θ

(3.2)

where θ is decomposed into θ 0 + δθ, and θ 0 is the initial warp parameter for the current
frame, and δθ is the update for the warp. The Jacobian matrix can be calculated as:
∂
∂x ∂
I(x) =
I(x) =
∂θ
∂θ ∂x




Ix (x) Iy (x) xIx (x) yIx (x) xIy (x) yIy (x)

where Ix and Iy form the gradient image of I, i.e. Ix =

∂
I
∂x

and Iy =

(3.3)

∂
I.
∂y

Rather than directly applying the above equations on the error function, for eﬃcient
computation, we calculate the parameter update δθ  for the silhouette in the shape model,
instead of δθ for the current frame (FPM). In this setup, the FPM If g is warped using the
initial parameter vector θ 0 , and assuming the warped FPM If g,δθ0 is ﬁxed, the update δθ  is
calculated on the silhouette in the shape model.
E(δθ  ) = min
k



| sk (w(x, δθ )) − If g,θ0 (x) |2

x
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Then we can expand sk (w(x, δθ )) using Equation 3.2 assuming that the identity warp θ 0 =
(0, 0, 1, 0, 0, 1) was added to δθ  .


E(δθ ) = min
k

 min
k


x


x




∂
sk (x) +
sk (x) δθ  + O(|δθ |2 ) − If g,θ0 (x)
∂θ


2
∂

sk (x) − If g,θ0 (x) +
sk (x) δθ
∂θ

2

We denote ∆If g;k,θ0 to be a vector formed by stacking the diﬀerence (sk (x) − If g,θ0 (x)), and
Mk to be a matrix formed by stacking row vectors in Equation 3.3 for sk with respect to all
x in the domain. Hence the i-th column of Mk matrix is

∂x ∂
s .
∂θi ∂x k

Then the error function

E(δθ  ) can be written using ∆If g;k,θ0 and Mk as:
2

E(δθ ) = min | ∆If g;k,θ0 − Mk δθ  |
k

The update δθ k for the pose k which gives the minimum of the error function is given as
δθ k = (Mk Mk )−1 Mk ∆If g;k,θ0 .

(3.4)

Now we can calculate δθ  very eﬃciently since we can precompute the matrix (Mk Mk )−1 Mk
since sk remains constant once the shape model is learned.
We can calculate δθ from δθ  easily since δθ  is the inverse warp of δθ. The exact solution
can be found by solving the following equations, but for small δθ, we can use δθ = −δθ  .
⎞

⎛

⎛
δθ3

δθ4

δθ1

⎞−1

⎜
⎟
⎜ δθ3 δθ4 δθ1 ⎟
⎜
⎟
⎟
⎜
⎜ δθ δθ δθ ⎟ = ⎜ δθ δθ δθ ⎟
6
2 ⎟
⎜ 5
⎜ 5
6
2 ⎟
⎝
⎠
⎠
⎝
0
0
1
0
0
1
Due to the approximation, we estimate the parameter θ k by iteratively updating with
(i+1)

θk

(i)

← θ k − δθ k

(i)

until δθ k

(i)

becomes very small.
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For each pose, the estimated warp parameter is usually diﬀerent, and depending on the
silhouette, some of the poses may not converge. We keep only one warp parameter θ k̂ of the
pose k̂, which gives the least error (Equation 3.1) for the current frame, and becomes the
initial parameter vector θ 0 for the next frame.

3.2

Tracking with Shape and Appearance Models

With the shape model and the appearance model together, we need to rewrite the error
function deﬁned in Equation 3.1 to use both models. Given the current frame, we use the
FPM If g and the grayscale image Igr for parameter estimation. The shape model and the
FPM are used in the same way as described in Section 3.1. For the appearance model, we
use the stable model as the template of appearance ak for pose k.
The new error function using both models is deﬁned as:

E(θ) = min
k



2

| sk (x) − If g (w(x; θ)) | + α| ak (x) − Igr (w(x; θ)) |

2



x

where α is a constant which controls the contributions of shape and appearance to the error.
It is necessary because the types of data used in the error function are completely diﬀerent
(foreground probability and grayscale intensity). In this paper we use a ﬁxed α, but it can
be calculated in the update procedure according to the amount of error from each model or
the stability of the appearance model.
With a formulation similar to the one in Section 3.1, θ is decomposed into θ 0 and δθ,
and then δθ is replaced with δθ  .


E(δθ )  min
k




2
∂
sk (x) δθ 
sk (x) − If g,θ0 (x) +
∂θ


2
∂

ak (x) δθ
+ α ak (x) − Igr,θ0 (x) +
∂θ


x
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Similarly we deﬁne ∆Igr;k,θ0 to be a vector of the diﬀerences (ak (x) − Igr,θ0 (x)), and Nk to
be a matrix of the row vectors in Equation 3.3 for ak with respect to all x. Then the update
is


δθ k = (Mk Mk + α Nk Nk )−1 Mk ∆If g;k,θ0 + α Nk ∆Igr;k,θ0
(i+1)

Now we can compute θ k

(i)

← θ k − δθ k

(i)

(3.5)

with iterative updates, and determine the pose

k̂ and the warp parameter θ k̂ . As mentioned in Section 2.3, only the appearance model of
the selected pose k̂ will be updated with the warped image.

3.3

Detection of People using the Shape Model

To initialize the tracker, we need to ﬁnd the image region that contains a person who has
entered the ﬁeld of view. The background model and the foreground probability map (FPM)
generated from it makes the detection of a new entry feasible. Any pixel whose value does
not ﬁt the background model is detected as foreground, and if there is a person in the image,
the foreground pixels will form a large patch which potentially corresponds to the location
of the person in the image.
To detect and handle the changes to the FPM systematically, the foreground pixels are
clustered into several blobs. A blob is a set of pixels which are homogeneous in their properties and continuous in their positions. Basically blob detection is similar to connected
component detection in binary images. Since the pixel values in an FPM are real numbers
varying from 0 to 1, we build blobs using two thresholds θf g and θconn , the threshold for
foreground and connectivity. θconn should be equal to or smaller than θf g . The pixels whose
foreground probability is larger than θf g are detected as the seeds of blobs, i.e., assigned as
blobs with one pixel. If the neighboring pixels of a pixel in the blob are larger than θconn ,
they are merged into the blob. If two blobs are connected with pixels whose values are larger
than θconn , they are merged together to form a larger blob. Typical blob detection results
are shown in Figure 3.2.
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The detected blobs are used for person detection. Note that there may be holes or
cracks in the foreground blobs that are caused by the similarity of color values of foreground
objects to the background scene. A simple tracking algorithm which relies on the result of
blob detection will fail to track the whole body when the silhouette of the target has large
holes in it or is divided into several pieces.
Also there may be non-human blobs which do not correspond to a person (see Figure
3.2). Usually they result from noise, moving background objects, or illumination eﬀects such
as shadows. To rule out these false positives, the shape model is used in detection as a ﬁlter
which ignores these non-human blobs by comparing their similarity to the silhouettes in the
shape model. The similarity is calculated with the following equation.
2

Sim(If g , sk ) = e−dL2 (If g ,sk )
where dL2 (·, ·) is deﬁned in Equation 2.1.

We can detect people most of the time without rotating or skewing the image. This helps
to keep the detection process simple and fast, since we only translate and scale the model
according to the bounding box of the foreground blob. This restriction also helps to detect
real humans, since due to the power of the aﬃne warp, the silhouette in the shape model may
match a non-human blob with an unlikely aﬃne warp. Figure 3.3 shows detection results in
a sequence.
For stability and eﬃciency of tracking, we want to minimize the false-positives in person
detection, and so we restrict the scale and the aspect ratio to be in a reasonable range, and
the threshold for detection is set high enough not to detect moving non-human objects as
being human. Due to this restriction, a person may not be detected for some period until
the size and shape are within the speciﬁed range, but most of time, every person is detected
and tracked when their silhouette becomes a reasonable size and shape.
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(a)

(b)

(c)

(d)
Figure 3.2: Blob detection results; the left images are FPMs, and the right images show the
top-5 largest detected blobs along with with bounding boxes, color-coded according to their
size. (a) Clear detection of a person (b) A moving background object is detected. (c)
Large non-human blobs are detected due to camera focal length change. (d) A display in
the background is detected.

33

(a) frame 73

(b) frame 74

(c) frame 414

(d) frame 417

Figure 3.3: Detection results using the shape model; The top-left window shows the current
pose and warped window for the tracker. The green regions represent the blob detection
results, The white bounding boxes show the detection or tracking results. (a) A person
is detected and a tracker is initialized. Since detection is done after tracking other objects,
there is no warped image in the top left window. (b) The tracking is performed on the
target and successfully done. (c) After two people cross each other, the trackers failed and
are removed. The detector detected the left person successfully.
(d) The left person is
being tracked, and the right person is also detected.
To prevent detecting people that are already being tracked, the silhouettes of the currently
tracked people are masked oﬀ from the current FPM before the detection process is started.
This may result in small fragments along the boundary of the regions enclosing tracked
people, but these small blobs will not be detected due to the requirements on the size and
aspect ratio of the blobs considered to be human.
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Chapter 4
Experimental Results
We have implemented the algorithm in C++, and tested it on both recorded sequences and
live video inputs. On a modest desktop machine, it runs at 3-4 frames per second (fps) with
the shape model with four poses only, and at 1-2 fps with both the shape and appearance
models. The main reason for the diﬀerence in performance is that, for the appearance model,
we cannot precompute the matrix required in the parameter update step (Equations 3.4 and
3.5) since the appearance model is updated on-line at each frame. If we reduce the number of
poses, the tracker’s speed will reduce proportionally, since the parameter update is calculated
for each pose.
For the experimental results reported in this section, the ﬁgure may contain a window at
the upper left corner. There are two types of windows; the window that has three subwindows
in a blue frame shows the current status of the appearance model, the left subwindow is the
most probable pose for the current frame, the center subwindow is the stable model, and the
right subwindow is the weight of the stable model in the W SL model. In the window with
two subwindows in a red frame, the left subwindow is the most probable pose, and the right
subwindow is the warped image of the current frame with the estimated warp parameter.
The detection and tracking result is overlaid on the original frame in a red color with a white
bounding box.
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4.1

Tracking in the One-person Sequence

Figure 4.1 shows frames from a video which has one person in it. The person in the sequence
walks around in the room, and his pose, location and scale in the image change signiﬁcantly.
Note that the person in this sequence has not been used to create the shape model in the
training sequences, and this shows the extensibility of our shape model.
In Figure 4.1 (a), the person appears in the scene, but the shape does not match any
of the silhouettes in the shape model. Also the restriction on the size and aspect ratio
prohibits initializing a tracker on an unreliable blob in the scene. After some frames, the
detector ﬁnds the human shape and initializes a tracker (Figure 4.1 (b)). The appearance
model is initialized with the detected image patch, and appearance learning commences.
In Figure 4.1 (c), the estimated pose has changed due to changes of the shape of the
person’s silhouette. After some period of time, the appearance model learns the appearance
for that pose, and so the weight of the Stable model has become higher (Figure 4.1 (d)).
Since each pose has a separate appearance model and the pose in Figure 4.1 (e) has never
been seen before, the appearance for this pose starts to be learned in the appearance model.
By simply ignoring out-of-scene pixels during parameter estimation, the tracker can maintain
the correct warp even when the target is partially out of the ﬁeld of view. We will discuss
this again in Section 4.3 to show the diﬀerence in descriptive power of using the shape model
only and using both the shape and appearance models.
You may notice that the shape model does not perfectly match the silhouette of the
target person (right arm in Figure 4.1 (c,d)), because of the limit of the aﬃne warp and the
diﬀerence of the training person and the tracked person. But still the shape model gives
good enough matches to silhouettes in order to continue tracking the target and accurately
estimating the pose.
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(a) frame 63

(b) frame 88

(c) frame 93

(d) frame 121

(e) frame 152

(f) frame 338

Figure 4.1: In the window at the upper left corner of each frame, the left subwindow shows
the estimated pose, the center subwindow shows the appearance model learned for the pose,
and the right subwindow shows the weight of the Stable model in the appearance model.
(a) A person is not detected at this time instant because the size and shape of the target are
not within the detection range. (b) A tracker is allocated for the person, and his appearance
is learned. (c,d) Tracking is successful, and the appearance model becomes more stable.
(e,f) Since appearance is learned per pose, the appearance model for each additional pose is
also learned (note diﬀerent poses in the subwindows).
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4.2

Tracking in the Two-person Sequence

In this section, we show various situations related to initialization and termination of trackers
for individuals. The sequence contains two people entering, exiting, and re-entering a room.
In Figure 4.2 (a) the ﬁrst person enters the room. Due to an incomplete foreground
probability map, the aﬃne warp is not correctly estimated, and the tracking window does
not cover the entire target. But in Figure 4.2 (b), the tracker recovers the correct warp
parameter vector since the FPM of the frame becomes complete.
A similar but diﬀerent situation happens in Figure 4.2 (c). The reason for incorrect
detection in this frame is the partial occlusion of the lower leg. As before, the tracker for
the second person is initialized imperfectly, but soon it recovers as the occlusion disappears
(Figure 4.2 (d)).
Figure 4.2 (e-g) show the departure of one person from the ﬁeld of view. As information
about the target becomes insuﬃcient or unavailable, the tracker for the ﬁrst person terminates automatically (Figure 4.2 (g)). The tracking window in Figure 4.2 (g) is distracted a
little by the exiting person since the foreground pixels of the exiting person aﬀect the parameter estimation of the remaining person’s tracker. Note that in Figure 4.2 (f) the trackers
remain in the correct position because each tracker masks oﬀ the foreground probabilities in
its silhouette in the FPM.
Figure 4.2 (h) shows another departure. In this image, the tracking window remains
correct unlike Figure 4.2 (c), because the appearance model can guide the tracker to the
correct position. In Figure 4.2 (i), the previous person has returned to the room. As we do
not maintain past models, the returning person is treated as a new individual. A natural
extension is to store the individual models and use them in a recognition process when a
new person is detected.

38

(a) frame 62

(b) frame 76

(c) frame 125

(d) frame 143

(e) frame 279

(f) frame 297

(g) frame 303

(h) frame 389

(i) frame 459

Figure 4.2: (a,b) One person enters and a tracker for him is initialized. Due to an incomplete
FPM, the head region is not included in the initial estimates, but the tracker recovers after
several frames. (c,d) The second person enters. The detector ﬁnds him very early, but due
to partial occlusion, the initialization does not include the lower legs. The tracker recovers
when the partial occlusion disappears. (e-g,h) The departure of a person is automatically
detected and handled by terminating the tracker for him. (i) The person returns to the
room, and a new tracker is initialized.
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4.3

Eﬀectiveness of the Appearance Model

In this section, we compare the accuracy of tracking results when only the shape model is
used to when both the shape and appearance models are used. Figure 4.3 shows frames from
two tracking results, (a-e) are from the shape-only tracking and (f-j) are from the shapeappearance tracking. To show the accuracy of tracking, the upper left window in each image
shows the warped images of the current grayscale frame and the mask. Note that the person
is partially out of sight, so there is no information in the missing region to update the warp
parameters.
Since the shape-only tracker uses just the foreground probability map and tries to minimize the error function in Equation 3.1, the warp parameter starts deviating from the correct
position (Figure 4.3 (b)). Because the out-of-scene part is not considered in the parameter
update, and the tracker does not have any information about the appearance of the person,
the algorithm converges to the incorrect local minimum and switches to the pose which gives
minimal error at the converged warp (Figure 4.3 (c)). In Figure 4.3 (d-e), the pose is again
corrected due to the large gap from the person to the right side of the image, but it still
fails to recover the correct warp parameters. Note that the foot area remains outside of
the frame, since the out-of-view portion does not give any error for the shape model. Once
deviated from the correct warp, the correct minimum point in the error function becomes
hard to reach by incremental updates, hence it fails to track the target (Figure 4.3 (f)).
The tracking algorithm using both models only suﬀers small deviations when the person
returns to the center from the occluded area (Figure 4.3 (g-h)). But with the information
about the appearance, it does not deviate very much. When the silhouette of the person
becomes fully available (Figure 4.3 (i)), the appearance model guides the warp parameters
to converge to the correct point, and the algorithm successfully tracks the person.
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(a) frame 165

(b) frame 172

(c) frame 177

(d) frame 182

(e) frame 195

(f) frame 224

(g) frame 165

(h) frame 172

(i) frame 177

(j) frame 182

(k) frame 195

(l) frame 224

Figure 4.3: Comparison between shape-only and shape-appearance models ((a)-(f): shapeonly, (g)-(l): shape-appearance). The upper left window in each image shows the pose and
warped image patch from the frame. The shape-only model drifts signiﬁcantly (c) and fails
to recover correct warp parameters (d-f), but the shape-appearance model can robustly track
the person (note the accuracy of the estimated warp in the windows of (g)-(l)).
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(a)

(b)

(c)

Figure 4.4: The shape model which has one pose (a), two poses (b), and four poses (c).

4.4

Number of Poses in the Shape Model

In Section 2.2.1, we brieﬂy discussed the issue about how many clusters should be used when
learning the shape model. In this section, we want to show that the blurry silhouettes in the
shape model cause problems in detection and tracking, and therefore the number of clusters
should be properly chosen.
We build two shape models with one and two clusters in them from the same training
sequence. The trained shape models are shown in Figure 4.4. The one-person sequence
shown in Section 4.1 is used to test these shape models. We used the same parameters in
this experiment except for the shape models. The results are shown in Figure 4.5.
With one cluster in the shape model, the tracker successfully tracks the person throughout
the sequence, but there are many false detections during tracking. Figure 4.5 (a) shows one
of these. The main reason is that the silhouette is too blurry and it cannot ﬁlter large blobs
in the foreground probability map. Also while tracking, parameter estimation is not accurate
due to the lack of pose variability in the shape model (Figure 4.5 (b,c)). The two-cluster
shape model gave a more accurate tracking result except for mistakes around the 200th frame
(Figure 4.5 (e)), which can be avoided by parameter tuning. This shape model also suﬀers
false detections like the one-cluster shape model, but not as many.
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(a) frame 126

(b) frame 280

(c) frame 330

(d) frame 117

(e) frame 200

(f) frame 275

Figure 4.5: Detection and tracking results with diﬀerent shape models. The ﬁrst row is the
raw frame overlaid with the tracking result, and the second row is the foreground probability
map. (a-c) The shape model with one pose. (d-f) The shape model with two poses.
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Chapter 5
Conclusions and Future Work
We introduced a tracker that uses two representations of human images. The shape model
captures the shapes of various poses, and the appearance model captures the texture and
color of each pose. Due to their intrinsic diﬀerences, we trained the shape model oﬀ-line, but
the appearance is learned on-line while the target is being tracked. More importantly, they
represent diﬀerent kinds of information about the target, and therefore they oﬀer complementary advantages for tracking. Also the background model which can be learned on-line
and can generate a robust foreground probability maps from a video sequence is introduced.
We show the eﬀectiveness of using the shape and appearance model and the eﬀect of the
number of clusters in the shape model in our experiments. We focused the explanation and
the experiments of this algorithm on tracking people, but there is no restriction to extend
this work to general object tracking.
There are a number of ways to improve this approach. Based on the tracking result,
we can build a layered representation of the current scene, each layer represents one object
moving in the scene or occluding the other objects. The current implementation does not
consider the transition probability between poses, but this can be learned during the training
process and improve the tracking performance and stability. Also we will extend this work
to a multi-camera situation, to track objects in 3-D space and to represent objects more
precisely.
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